


media such as scientific experimental
data and sensor data is also rapidly
emerging.

Types of Relationships
Understanding the specific meanings
ascribed to relationships that “connect
the dots” is crucial for using the rela-
tionship Web. An interesting dimension
along which we can study relationships
appears elsewhere,'© but we can extend
it with other types of relationships.

Implicit Relationships
Examples of implicit relationships
include

e co-occurrence of terms in the same
cluster, after a clustering process
based on some similarity measure
completes;

e one document linked to another via
a hyperlink, indicating some rela-
tionship between the link’s anchor
text and the target page’s content;
and

e two documents belonging to “sib-
ling” categories in a concept hier-
archy.

Computational methods that use these
implicit forms of relationships can
often draw on established mathemati-
cal theories to achieve scalability. This
is in part due to the fact that implicit
relationships are rather straightforward
for both humans and machines to
interpret. In contrast, explicit named
relationships such as “causes” are eas-
ily understood by humans, but compu-
tational methods that explicitly use or
interpret them aren’t common place.

Explicit Linguistic Relationships

Explicit linguistic relationships are
instances of named relationships
between known entities. Figure 1 pro-
vides a good example: after the phrase
“he beat Randy Johnson” in the first
paragraph passes through a relation-
ship extraction process® and pronomi-
nal resolution'! engine, it converts into
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Figure |. Explicit linguistic relationships.The phrase “he beat Randy Johnson”
passes through a relationship extraction process and pronomial resolution
engine before converting into the triple Dontrelle Willis—beat—Randy

Johnson.

<mref namespace=namespace="http://lsdis.cs.uga.edu/

mref/baseball#>

<mref:relationship desc="played_in_by”
uri="http://sports.espn.go.com/mlb/
players/profile?statsId=4288>

<mref:source id=30144 desc=
"Diamondbacks Marlins 7/30/2003>
<baseball:day game> No </baseball:day_game>

</mref:source>

<mref:target id=30605 desc=Randy Johnson>

<baseball:plays_position> Pitcher

</baseball:plays_position>
</mref:target>
<mref:relationship>
</mref>

Figure 2. Explicit linguistic relationships.This example shows an early attempt at
representation of an explicit linguistic relationship in XML.

the triple Dontrelle Willis—beat
—Randy Johnson. Figure 2 shows an
early attempt at representation of
explicit relationships in XML.*

Formal Relationships

Semantics represented in a well-
formed syntactic format (governed by
syntax rules) are called formal seman-
tics. Let’s look at a few examples:

e The semantics of subsumption
reflect the human tendency to cat-
egorize via broader or narrower

descriptions. The ISA relationship
indicates subsumption.

e The semantics of partonomy
account for what is part of an
object, not the categories to which
the object belongs. The PART OF
relationship indicates partonomy.

Some necessary and sufficient features
make a language formal and thus
make its semantics formal:

e The notions of model and model-the-

oretic semantics. The structure com-
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Figure 3. Complex causal relationship. In this example, a single relationship “causes” involves the use to several other
relationships making it a complex relationship.
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Figure 4. Semantic trails. This screenshot of a
semantic browser interface shows the semantic

trails between related documents.

mon to all models in which a given
language is interpreted (the model
structure for the given language’s
model-theoretic  interpretation)
reflects certain basic presuppositions
about the “structure of the world”
implicit in the language.

The principle of compositionality.
An expression’s meaning is a func-
tion of the meanings of its parts
and the way they combine syntac-
tically. In other words, an expres-
sion’s semantics are computed with
the semantics of its parts, obtained
with an interpretation function.

We can use relationships that pos-
sess formal semantics to make infer-
ences: formal relationships in particular
have semantic interpretations that are
grounded in set containment. In con-
trast, the semantic interpretation of an
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Our recent work® in schema-
driven relationship extrac-
tion wuses a top-down
approach. Beginning with an
ontology schema that has a
rich set of named relation-
ships (and their synonyms), we extract
instances of these relationships between
known entities in text. This use of for-
mal relationships helps create explicit
linguistic links between entities in text.
A complementary bottom-up ap-
proach could use statistical word co-
occurrence patterns to establish the
existence of named relationships
between terms in text. This use of
implicit relationships helps extract
explicit linguistic ones; a good exam-
ple is relational similarity (see http://
arxiv.org/abs/cs/0508053). However,
regardless of whether we use a top-
down or a bottom-up approach, the
objective is to superimpose the extract-
ed relationships on the content from
which we extracted them. This Web of
relationships can serve as a config-
urable lens that could provide context-
customizable access to Web resources.

www.computer.org/internet/

Complex relationships combine one
or more types of relationships (implic-
it, explicit linguistic or formal). One
powerful form of complex relationships
is semantic associations,'> which are
based on intuitive notions such as
connectivity and semantic similarity.
Recent research!? formalizes semantic
associations by using the RDF data
model, which we can represent as a
labeled directed graph that represents
each triple <Subject, Predicate,
Object> with two nodes, Subject and
Object, and an arc, Predicate (or
Property), that connects Subject to
Object. The p-operator!'® lets us ask
questions such as, “how is X related to
Y?” over an RDF graph typically creat-
ed from semantic metadata extracted
from heterogeneous documents and
returns a set of paths connecting X to Y.

We’ve investigated the challenging
issue of ranking these paths,'* which
is necessitated by the sheer number of
associations between entities. Even a
ranked list of associations can be a
daunting task for users to interpret. In
an effort aimed at reducing such cog-
nitive overload, we adapted subgraph
discovery techniques to find relatively
small but informative subgraphs con-
necting the entities of a given exe-
cution’s result.'® These techniques
employed either user-specified criteria
or statistical measures computed over
the RDF graph to rank the resulting
paths. The InfoQuilt project explored
another form of complex relationships'®
by seeking to model complex causal
relationships such as “Volcano affects
Environment” with a combination of
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explicit linguistic relationships and
numerical constraints (see Figure 3).

Browsing the Relationship
Web: Semantic Trails

In 1945, Bush suggested that memex
would help users stitch related docu-
ments together into structures that he
called trails. He presented a few
examples:!

The physician, puzzled by her patient’s
reactions, strikes the trail established in
studying an earlier similar case, and runs
rapidly through analogous case histories,
with side references to the classics for the
pertinent anatomy and histology. The
chemist, struggling with the synthesis of an
organic compound, has all the chemical lit-
erature before him in his laboratory, with
trails following the analogies of com-
pounds, and side trails to their physical and
chemical behavior.

Having extracted named relationships
from Web resources, the natural next
step is to superimpose the extracted
metadata back onto the original text.
Following this logic and inspired by
Bush’s vision, we believe that users
should be able to traverse a document
space based on named relationships
between entities.

Figure 4 shows a prototype seman-
tic browser that helps a user browse a
relationship Web for biomedical litera-
ture in PubMed. The figure shows the
idea of starting a semantic trail with a
concept in one document and then
going to another document that has a
related concept.

We can represent semantic trails in
text documents as a pair (D, P), where
D ={d,, d,, d;, ..., d,) is the sequence
of documents traversed using the frag-
ments of a graph pattern

J2 Py
€ €,6 €3,

P = 63 L) 64 cony

pnfl
€n—1 >€y
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Figure 5. Hypothesis-driven document retrieval. We can use a path expression
that represents a hypothesis as a complex query to get documents.

in sequence. All graph patterns in
semantic trails are required to be
acyclic, so the semantic browser sup-
ports indexing for future retrieval. For
initial implementations of semantic
trail retrieval, we intend to use
SPARQL (www.w3.org/TR/rdf-sparql
-query/), which supports path-
expression-based queries. Recent
advances in querying with user pref-
erences!’ could also work.

Hypothesis-Driven
Document Retrieval
After launching a search in a conven-
tional search engine, users receive a list
of resources relevant to their query.
This relevance is based on algorithms
such as PageRank, or in the case of
biomedical literature databases such as
PubMed, on human editorial judgment.
Although the search engine deems
the document to be relevant, the actual
nature of its “relatedness” is unclear
until users click the link, read the arti-
cle, and validate it for themselves.
Moreover, the choice of links in this
browsing process arguably depends on
the user’s interpretation of the sentence
or phrase containing the link; this sub-
jectivity is enhanced in some cases with
very limited metadata or via the user’s

knowledge, especially about links to
recognizable concepts. When visiting
the selected link, users attempt to vali-
date a relationship between the infor-
mation request (expressed as keywords)
and the page’s content. The relation-
ships between the concepts play a crit-
ical role throughout the process — that
is, the knowledge sought in the search
process lies in the relationships between
concepts. In our retrieval paradigm, a
complex relationship between entities
(a hypothesis of “relatedness”) is the
input, and the output is presented to the
user as a sequence of (possibly overlap-
ping) document clusters, wherein each
cluster contains documents that corrob-
orate a specific fragment of the hypoth-
esis, as Figure 5 shows.

e anticipate that preliminary

forms of a relationship Web will
take shape in specific domains, such as
biomedical literature. To that end, we
plan to create one such relationship
Web from PubMed pertaining to uro-
logical diseases. As the scalability of
semantic metadata extraction tools
continues to grow, larger community-
wide relationship Webs over heteroge-
neous Web content will emerge.
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Ultimately, we see the Semantic
Web as an enabler of the relationship
Web. What metadata, annotation, and
labeling are to the Semantic Web,
relationships of all forms are to the
relationship Web. The Semantic
Web’s primary goal is data integra-
tion and labeling on Web resources
for more precise exploitation by both
machines and humans. Taken to the
next level, the relationship Web
organizes Web resources for analysis
in a way that goes beyond integra-
tion, leading to deeper insights and
better decision making. i¢
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